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Satisfiability Modulo Theories (SMT) is a fundamental technique underpinning a wide range of applications in
software engineering and testing. Among various SMT theories, the theory of floating-point plays a crucial role
in practical software systems, yet reasoning about floating-point constraints remains challenging. Although
existing SMT solvers are capable of producing single solutions, many applications, particularly in software
testing and verification, require diverse sets of solutions to adequately exercise program behaviors. While
achieving high diversity is essential for exploring system behaviors, it is also important to limit the number
of generated solutions, as overly large solution sets can considerably increase testing time and resource
consumption, thereby diminishing efficiency. In this work, we propose DiverFPS, a novel floating-point SMT
sampler designed to generate small solution sets that achieve high target abstract syntax tree (AST)-coverage,
which is commonly regarded as the standard metric for assessing solution diversity in the SMT sampling
domain. DiverFPS operates in two stages: an exploration stage that aims to achieve the target AST-coverage as
fully as possible, and a pruning stage that prunes redundant solutions while preserving the target AST-coverage.
We further introduce three novel techniques, namely solution-driven restart strategy, context-aware encoding
technology, and coverage-driven pruning strategy, which enhance the performance of DiverFPS. Extensive
experiments on publicly available SMT-LIB benchmarks for QF_FP and QF_BVFP logics demonstrate that
DiverFPS outperforms state-of-the-art SMT samplers. It successfully achieves the target AST-coverage on a
larger number of benchmarks, which existing samplers fail to reach, while producing solution sets that are up
to 92.9% smaller, the former improving the effectiveness of practical software testing and verification, and
the latter improving testing efficiency and reducing resource consumption. These results demonstrate that
DiverFPS is a high-performing sampler for floating-point SMT sampling.
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1 Introduction

Satisfiability Modulo Theories (SMT) has become a fundamental technique that underpins a wide
range of applications in software engineering and software testing [6, 14, 22, 23, 25, 27, 54]. Among
the various SMT theories, the theory of floating-point is of great importance due to its widespread
use in diverse software systems [13, 21, 34]. Nevertheless, reasoning about floating-point constraints
remains particularly challenging [7, 21, 39], and has been the subject of a lot of recent and ongoing
research [7, 13, 21, 34, 39, 49]. Errors in this domain can have catastrophic consequences [1, 55],
resulting in severe human casualties or substantial economic losses [1, 55]. Accordingly, this work
focuses on the theory of floating-point.

Although state-of-the-art SMT solvers can determine the satisfiability of SMT formulas and
produce a single solution [7, 13, 16, 21, 34, 39, 49], many practical applications, particularly in
software testing and verification, demand diverse solutions rather than just one [7, 17, 53]. For
example, symbolic execution can benefit from extracting multiple solutions from constraints instead
of enumerating multiple program paths from a certain program point (7, 19, 30, 41]. In software
testing, diverse solutions naturally translate into diverse test cases, which in turn help uncover
inputs that expose safety violations or erroneous behavior [29, 43-45, 56]. While diversity of
solutions is essential for effective software testing and verification, it must be carefully balanced
against the efficiency of these processes. Executing a large number of test cases (i.e., solutions) can
be prohibitively expensive, both in terms of time and resources [45]. In complex software systems,
executing a single test case may already take several days [52], which can substantially slow down
the development and testing cycle [51]. Consequently, numerous studies have emphasized the
importance of reducing the number of test cases [12, 15, 26, 32, 45, 51]. This leads to the SMT
sampling problem, which seeks to construct small yet diverse sets of solutions that exercise a wide
range of behaviors in software systems, thereby facilitating the detection of hidden faults [7, 17, 53].

To assess diversity, some studies have used the uniformity of the solution distribution as a proxy
[19, 28]. However, obtaining a precise estimate of distribution uniformity requires sampling a
large number of solutions, making it unsuitable for large-scale SMT formulas. Moreover, research
[17, 43, 44] has indicated that uniform sampling is not effective in software testing. Consequently,
recent works on SMT sampling have employed abstract syntax tree (AST)-coverage as the primary
metric [7, 17, 53], and in the context of floating-point sampling, AST-coverage has been adopted as
the main optimization objective [7]. As formally defined in Section 2, AST-coverage reflects the
extent of syntactic structures and decision branches exercised within a formula, which naturally
induces diverse behaviors in programs and software systems, making it a meaningful proxy for
diversity [17, 53]. Furthermore, prior work [17] reports that solution sets with high AST-coverage
lead to improved fault detection capability. Therefore, based on these two important metrics, AST-
coverage and solution set size, the goal of SMT sampling for a given formula is to generate a
solution set that achieves the target AST-coverage while minimizing its size.

Despite its importance, research on SMT sampling remains limited. Most existing SMT samplers
have focused on bit-vector theories and their extensions [17, 18, 59], or on integer arithmetic [53]. In
contrast, sampling for floating-point formulas is more challenging: even obtaining a single solution
for a floating-point constraint can be inefficient [7, 39] due to the complexity of floating-point
reasoning, and generating multiple diverse solutions further increases the difficulty. Moreover,
many strategies effective for bit-vector or integer theories do not directly extend to floating-point
formulas because of their unique semantics and reasoning characteristics [7, 39].

To efficiently handle floating-point constraints, [39] proposed a coverage-guided fuzzing method
for solving floating-point SMT formulas, which has been empirically shown to be effective for
floating-point constraints [39]. While this method is incomplete, as it can only find solutions for
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satisfiable formulas and cannot prove unsatisfiability [39], and it exhibits limitations when solving
complex formulas with very few solutions, these issues are less relevant in the context of SMT
sampling, where formulas are typically satisfiable and have many diverse solutions. Building on this
coverage-guided fuzzing SMT solver, a recent study [7] introduced JFSampler, a sampler specifically
designed for floating-point SMT sampling. According to [7], it can rapidly generate a large number
of solutions for floating-point SMT formulas. However, it still suffers from two critical challenges:
the exploration bottleneck, i.e., the inability to achieve sufficiently high target AST-coverage, and
the redundancy issue, i.e, the generation of unnecessarily large solution sets containing duplicate
or uninformative solutions. Our experimental results in Section 5 further confirm these limitations.
These challenges restrict the practical applicability of the method: the failure to achieve target
AST-coverage reduces the fault detection capability, while the generation of redundant solutions
can considerably decrease the efficiency of software testing and verification.

In this work, we introduce DiverFPS, a novel SMT sampler for floating-point constraints. DiverFPS
operates in two stages: the exploration stage and the pruning stage. During the exploration stage,
DiverFPS systematically explores the solution space of an SMT formula in an effort to achieve the
target AST-coverage. In the pruning stage, DiverFPS removes redundant solutions while preserving
the achieved target AST-coverage by prioritizing solutions according to their contribution to
AST-coverage. In addition, we propose three novel techniques: solution-driven restart strategy,
context-aware encoding technology and coverage-driven pruning strategy, which enable DiverFPS
to achieve high target AST-coverage with a small set of solutions.

To evaluate DiverFPS, we conducted extensive experiments on standard and publicly available
benchmarks from SMT-LIB [2, 3], targeting the QF_FP (i.e., quantifier-free formulas over floating-
point) and QF_BVFP (i.e., quantifier-free formulas over bit-vector and floating-point) logics. These
benchmarks include SMT formulas derived from practical software testing and verification scenarios
[2, 3] and have been widely studied [7, 13, 39, 49]. Our experimental results demonstrate that,
compared to state-of-the-art SMT samplers, DiverFPS successfully achieves the target AST-coverage
on a larger number of benchmarks, which existing samplers fail to reach and produces solution
sets that are significantly smaller, with reductions of up to 92.9%. These results indicate improved
effectiveness and efficiency in practical software testing and verification.

The main contributions of this work are summarized as follows.

e We introduce a novel SMT sampler, DiverFPS, targeting the theory of floating-point and its
combination with bit-vectors, including the QF_FP logic and its extension QF BVFP.

e We propose three novel techniques, solution-driven restart strategy, context-aware encoding
technology, and coverage-driven pruning strategy, to enhance the performance of DiverFPS.

o Extensive experiments are conducted to demonstrate the effectiveness and superiority of
DiverFPS over existing SMT samplers. The results show that DiverFPS achieves the target
AST-coverage on a larger number of benchmarks while requiring significantly fewer solutions
to reach the same target AST-coverage, thereby advancing the state of floating-point SMT
sampling.

2 Preliminaries

This section provides the preliminaries of this work.

2.1 Basic Definitions and Notations for SMT Sampling

SMT Formula. An SMT formula is a logical expression defined over a set of variables whose
semantics are constrained by background theories, which determine both the domain of the variables
and the set of admissible operators. For an SMT formula ¢, V(¢) denotes the set of all variables
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appearing in ¢. In this work, we focus on the theories of bit-vectors and floating-point, which are
described below.

e Bit-vector. In SMT formulas, bit-vector types are written as (_ BitVec k), where k denotes
the width. A bit-vector of this type is a fixed-length binary sequence (bg_1, ..., by) with each
b; € {0, 1}, and the i-th least significant bit is denoted as x(i). The bit-vector theory supports
a wide range of operations, including bitwise operators (e.g., and, or, shift) and arithmetic
operators (e.g., +, X, <).

e Floating-Point. In SMT formulas, floating-point types are written as (_ FloatingPoint
eb sb). A floating-point number of this type conforms to the IEEE 754 standard and is
represented as a triple (s, e,m), where s € {0,1} is the single sign bit, e € {0,1}¢" is the
exponent field of width eb, and m € {0, 1}**~! is the significand of width sb — 1. The floating-
point theory supports arithmetic operators (e.g., +, —, X, +), relational operators (e.g., <,
<), and conversion operators between floating-point numbers and other theories (such as
bit-vectors). The interplay of binary encoding and numerical semantics makes reasoning
about floating-point constraints particularly challenging.

Assignment. Given an SMT formula ¢ with its set of variables V(¢), an assignment o for ¢ is
a mapping from each variable in V(¢) to a value in its corresponding domain. An assignment o is
a solution (or a satisfying assignment) if it makes the formula ¢ true (denoted o |= ¢). The set of
all solutions for ¢ is denoted by Sol(¢).

Abstract Syntax Tree (AST). The Abstract Syntax Tree of an SMT formula ¢ is a finite, rooted,
ordered tree that represents its syntactic structure. In this tree, leaf nodes correspond to variables
and constants, while internal nodes correspond to operators (e.g., logical connectives like A, = or
theory functions like +, <). The children of an internal node are the ASTs of its operands, ordered
according to the formula’s structure.

AST Evaluation. Given an AST for an SMT formula ¢ and an assignment o for its variables,
the value of any node n in the tree, denoted o[[n]], is determined recursively. The process begins
from the leaves: a leaf node for a constant ¢ evaluates to c itself, while a leaf node for a variable v
evaluates to its assigned value o (v). The value of an internal node with an operator op and children
C1s ...,k is then computed by applying the operation to the evaluated values of its children, as in
olln]l = op(calle]l,. ... ollcel).

AST-bit. An AST-bit is a tuple (b, v), where b is a bit extracted from some AST node and v € {0, 1}
is a bit value. Here, b can be a Boolean node or a specific bit of a bit-vector or floating-point node.
For example, a bit-vector node x of type (_ BitVec 3) gives rise to six AST-bits: (x(0), 0), (x(0), 1),
(x(1),0), (x(1),1), (x(2),0), (x(2),1). An AST-bit (x(i),v) is said to be covered by an assignment
o if the i-th least significant bit of o[[x]] equals v. An AST-bit is considered valid if there exists at
least one solution (i.e., satisfying assignment) that covers it; otherwise, it is invalid.

AST-coverage. Given an SMT formula ¢, let 8(¢) denote the set of all valid AST-bits derived
from the AST of ¢. For an assignment o, the set of AST-bits covered by o is defined as C(o) =
{(b,v) € B(p) | ocovers (b,v)}. For an assignment set S, the set of AST-bits covered by S is
C(S) = Uges C(0). The AST-coverage of S is then defined as Cov(S) = |‘g$)>l|~ As introduced
in Section 1, AST-coverage is a standard metric in the SMT sampling domain for measuring the
diversity of a solution set. A solution set with high AST-coverage triggers a wider range of behaviors
in the software system, leading to the detection of more faults [17].

2.2 SMT Sampling Problem

As mentioned in Section 1, two key metrics are commonly employed to assess the quality of solution
sets generated by SMT samplers: AST-coverage and solution set size. AST-coverage reflects the
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(a) Example of an SMT formula (b) C++ program generated from (a)
; SMT formula in QF_FP (SMT-LIB 2) 1| int FuzzFunction(const uint8_t* data)
(set-logic QF_FP) 2| {
3 float x

makeFloat (data, 0, 31);
makeFloat (data, 32, 63);

1
2

3 3

1| ; Declare floating-point variables 4 float y
5| (declare-fun x () (_ FloatingPoint 8 24)) 5

6

(declare-fun y () (_ FloatingPoint 8 24)) // Calculate t = x + y

6
7| (assert 7 float t = add_rne(x, y);
8 (let 8
9 ((?x9 ; Alias for (x + y) 9 // Check the SMT assertion
10 (fp.add RNE 10 if (!fp_geq(t, x))
11 X ¥y))) 11 return 0;
12 ; Assert (x + y) >= x 12
13 (fp.geq ?x9 x))) 13 // Crash: an SMT solution
14 14 abort();
15| (check-sat) 15 }

Fig. 1. Example of an SMT formula (a) and its corresponding C++ program (b).

fault detection capability [17], whereas the size of the solution set determines the efficiency of
verification and testing in practice [12, 15, 26, 32, 51]. The importance of these two metrics has
already been emphasized in a number of prior studies [7, 12, 15, 17, 26, 32, 51, 53]. Based on these
metrics, the SMT sampling problem, which is the focus of this work is defined as follows:

DEFINITION 1. Given an SMT formula ® and a threshold r € (0, 1] specifying the target AST-
coverage, the SMT Sampling problem requires finding a solution set S of ® such that the AST-coverage
of S is at least r i.e., Cov(S) > r, while |S| is minimized.

Solving the SMT sampling problem defined above generates a solution set that achieves high
target AST-coverage, leading to high fault detection capability and small size, thereby enhancing
both the effectiveness and efficiency of practical software verification and testing. Thus, effectively
addressing this problem is of great importance.

2.3 SMT Solving via Coverage-Guided Fuzzing

As discussed in Section 1, handling floating-point constraints in SMT solving is particularly chal-
lenging. To address this difficulty, [39] proposed a coverage-guided fuzzing method for solving
floating-point SMT formulas. A subsequent study [7] have further demonstrated that this method
is also applicable to SMT sampling [7]. This subsection provides a brief overview of the underlying
ideas and techniques.

2.3.1 Coverage-Guided Fuzzing. Coverage-guided fuzzing is a testing technique that explores
program behaviors by iteratively generating and mutating inputs [38, 63]. The fuzzer monitors
code coverage and retains inputs that trigger previously unseen execution paths, using them as
seeds for further mutation. This coverage-driven process guides the exploration toward diverse
and potentially fault-revealing behaviors. Consequently, the method has proven highly effective
in automatically uncovering a wide range of software faults [39, 46]. Representative tools include
AFL [63] and LibFuzzer [38].

2.3.2  SMT Solving via Coverage-Guided Fuzzing. As noted above, recent work has employed
coverage-guided fuzzing for SMT solving [39]. In this method, an SMT formula is converted into
an executable C++ program, with the formula’s variables serving as program inputs; that is, each
input corresponds directly to an assignment of the original SMT formula [7, 39]. The program is
constructed such that it crashes if and only if all constraints of the original SMT formula are satisfied;
hence, a crash signifies that the input corresponds to a solution (i.e., a satisfying assignment) [7, 39].
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By utilizing a coverage-guided fuzzer, such as LibFuzzer [38], the input space can be systematically
explored to identify such crashing inputs, thereby discovering solutions of the original SMT formula
[7, 39]. The translation process from SMT formulas to C++ programs is described in detail in [39],
and Figure 1 provides an illustrative example.

According to the results reported in [39], this method can handle floating-point constraints with
high efficiency. Moreover, since the fuzzer is capable of rapidly generating a large number of inputs
[7, 39], the method is naturally well-suited for SMT sampling scenarios [7].

3 Our Proposed DiverFPS

This section presents our proposed method, DiverFPS, an efficient floating-point SMT sampler.

3.1 Challenges and Potential Solutions

We begin with the challenges and potential solutions motivating DiverFPS.

3.1.1  Exploration Bottleneck. As discussed in Section 1, prior work [7] has applied coverage-guided
fuzzing to floating-point SMT sampling and demonstrated strong performance [7]. In this approach,
the SMT formula is translated into an executable C++ program such that solutions of the original
SMT formula intentionally trigger program crashes; thus, crashes correspond to solutions of the
original formula. Coverage-guided fuzzing generates candidate inputs by mutating existing seeds,
enabling the rapid production of a large number solutions [7, 38, 39, 63]. However, the local and
small-scale nature of these mutations, together with the bias introduced by the SMT samplers, which
directs the fuzzer to use features of previously discovered solutions [7, 17], limits the sampler’s
ability to explore distant regions of the solution space. As a result, subsequent solutions yield
progressively smaller incremental gains in diversity and AST-coverage, limiting the SMT sampler’s
ability to reach high target AST-coverage.

Potential Solution: To mitigate this bottleneck, DiverFPS introduces a solution-driven restart
strategy. Unlike common coverage-guided restarts that trigger on code coverage stagnation [20, 58],
a metric only loosely related to the difficulty of SMT solution discovery and AST-coverage, our
solution-driven restart strategy redirects the fuzzing process only when the exploration for more
diverse solutions becomes challenging. Additionally, DiverFPS employs a context-aware encoding
technology that creates a tighter link between code coverage and AST-coverage, thereby guiding
the fuzzer toward more meaningful directions. Together, these complementary strategies enable
DiverFPS to mitigate the exploration bottleneck and better achieve the target AST-coverage.

3.1.2 Redundancy Issue. As discussed in Section 1, reducing the size of the solution set is crucial in
practical software testing and verification. A smaller solution set reduces computational overhead
and improves the efficiency of subsequent testing and analysis. However, due to the local and small-
scale nature of mutations, new solutions initially differ only slightly from their seeds. As fuzzing
progresses, differences among solutions gradually accumulate, yet a large portion of solutions
remain similar. During this process, the existing SMT sampler generates numerous redundant
solutions that cover the same or highly similar regions of the abstract syntax tree (AST). These
redundant solutions contribute little or nothing to AST-coverage, causing the solution set to grow
unnecessarily large without yielding commensurate gains in AST-coverage.

Potential Solution: To alleviate this issue, DiverFPS incorporates a pruning stage following
the exploration phase. Specifically, it applies coverage-driven pruning strategy, which removes
redundant solutions and retains only those contributing substantially to AST-coverage. This strategy
effectively reduces the size of the solution set while preserving its ability to achieve the target
AST-coverage, thereby improving the efficiency in software testing and verification.
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3.2 Overall Design of DiverFPS

Algorithm 1: Overall Design of DiverFPS

Input: ®&: an SMT formula;
r: the target AST-coverage;

Output: S: the set of generated solutions;
1 U « set of all AST-bits of ®;
2 foreach b inU do
3 L Wi(b) « 1;
4 Py « executable C++ program translated from ®, where crashes correspond to solutions of ®;
5 P— Py, S « 0
¢ while time budget not exhausted and Cov(S) < r do

7 In « candidate inputs for P generated by mutating seeds;
8 Cr < new crashes from In;
9 Snew < solutions of ® extracted from crashes in Cr;

10 S — SUSnew;
1 U « U \ {AST-bits covered by Speq};

12 if Restart condition is met then

13 P « ContextAwareEncode(Py, U);
14 foreach b inU do

15 L Wi(b) «— Wi(b) + 1;

16 Reset fuzzer;

17 S « Pruning(®, S, W);
18 return S;

The overall design of DiverFPS is presented in Algorithm 1. As shown in Algorithm 1, given an
input SMT formula ® and a real number r € (0, 1] representing the target AST-coverage, DiverFPS
produces a solution set S of ® such that the AST-coverage of S is at least r i.e.,, Cov(S) > r, while
minimizing its size |S|. The procedure consists of two stages: an exploration stage and a pruning
stage. In the exploration stage (Line 1 — Line 16 in Algorithm 1), DiverFPS first translates the SMT
formula ® into an executable C++ program P, using the approach described in Section 2 and in
[39] (Line 4 in Algorithm 1). In this transformation, crashes of Py correspond to solutions of .
Then, DiverFPS applies fuzzing to P, (Line 6 — Line 16 in Algorithm 1) and collects the solutions of
®, i.e., the crashes of Py (Line 8 — Line 10 in Algorithm 1). During this stage, when exploring for
more diverse solutions becomes challenging, DiverFPS employs solution-driven restart strategy
(Line 12 — Line 16 in Algorithm 1) and context-aware encoding technology (Line 13 in Algorithm
1) to enhance the exploration of the solution space of ® and mitigate the exploration bottleneck
discussed in Section 3.1. In the subsequent pruning stage (Line 17 in Algorithm 1), DiverFPS removes
redundant solutions from S, minimizing its size while ensuring that the target AST-coverage is
maintained, thereby addressing the redundancy issue introduced in Section 3.1.

Through the overall design described above, DiverFPS can efficiently generate small solution
sets that achieve the target AST-coverage for input SMT formulas. In the following, we provide a
detailed description of each stage of DiverFFS, i.e., the exploration stage and the pruning stage.

3.3 Exploration Stage

In this subsection, we introduce the exploration stage of DiverFPS. As discussed in Section 3.1, ap-
plying coverage-guided fuzzing to floating-point SMT sampling can significantly improve efficiency.
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However, due to the inherently local and small-scale nature of mutations, as well as the fact that
existing SMT samplers tend to direct the fuzzer toward features of previously discovered solutions
[7, 17], the sampler’s ability to explore distant regions of the solution space is limited. Consequently,
as fuzzing progresses, the solutions discovered provide diminishing improvements in AST-coverage.
To address this exploration bottleneck, the exploration stage of DiverFPS combines the efficiency
of coverage-guided fuzzing with two additional techniques that facilitate exploration of distant
solution space regions. In particular, it adopts solution-driven restart strategy and context-aware
encoding technology, which are detailed below.

3.3.1 Solution-Driven Restart Strategy. Restart is a well-established strategy in domains such as
local search, the Boolean satisfiability problem (SAT), and combinatorial optimization [5, 31, 50, 62],
where it is employed to prevent the search from being trapped in local optima. Similarly, in coverage-
guided fuzzing, several restart strategies based on code coverage have also been proposed [20, 58].
The intuition is that, after a period of intensive exploration, the search trajectory often becomes
biased toward previously visited regions, thereby limiting its ability to discover novel solutions.

In this work, we adopt the concept of restarts to design a solution-driven restart strategy that
mitigates the exploration bottleneck in existing SMT sampling using coverage-guided fuzzing.
Specifically, the restart condition is satisfied when the number of newly discovered solutions since
the last restart reaches A, a hyper-parameter of DiverFPS (Line 12 in Algorithm 1). This choice
reflects the design intuition that, once a sufficient number of solutions have been collected since the
last restart, the current search is likely to have largely fulfilled its potential. Unlike existing coverage-
guided fuzzers, whose restart conditions rely primarily on code coverage [20, 58], our design better
handles the challenges of SMT sampling, capturing both the difficulty of discovering solutions and
the need for solution diversity and high AST-coverage. Triggering a restart at this point allows the
fuzzing process to discard the current search state and resume with a newly generated set of random
seeds (Line 16 in Algorithm 1), thereby redirecting the search toward previously unexplored regions
of the solution space. This restart is further enhanced by context-aware encoding technology,
which will be introduced later. Compared with standard coverage-guided fuzzing, which repeatedly
mutates existing seeds within a limited neighborhood, our solution-driven restart strategy mitigates
the diminishing gains in AST-coverage as fuzzing progresses. Consequently, the generated solution
set is more likely to reach the target AST-coverage. The impact of this strategy on the overall
performance of DiverFPS is evaluated in Section 5.

Algorithm 2: Context-aware Encoding Technology i.e., ContextAwareEncode

Input: U: the set of uncovered AST-bits;
Py: the initial C++ program;

Output: P;,;: the newly instrumented C++ program;
1 P« Py,
2 foreach b inU do
3 Cp, < a new code branch conditional on the value of b;
L P — PU{Cp};

5 return P;

4

3.3.2  Context-Aware Encoding Technology. While the solution-driven restart strategy effectively
forces the fuzzer to explore new regions of the solution space, the guidance within these new
regions remains based on a static representation of the program. Existing fuzzers, including restart
and mutation strategies, are almost entirely driven by code coverage, a metric only loosely related to
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(a) Original program (b) Program with AST-bit branches

int FuzzFunction(const uint8_tx* data) int FuzzFunction(const uint8_tx data)
= makeFloat(data, 0, 31);
float y = makeFloat(data, 32, 63);

makeFloat (data, @, 31)
3 float t = add_rne(x, y);

makeFloat (data, é, 635;

1 1
2 2

3 3 float x
4 float x 4

5 float y 5

6 6

7 7 uint32_t bits = t.getRawBits();

8 // Calculate t = x + y 8 uint8_t* buffer = (uint8_tx)&bits;
9 float t = add_rne(x, y); 9 uint8_t byte = buffer[0];

1

11 // Encode each bit in each byte
12 // Check the SMT assertion 12 if ((byte & 1) != 0) {3}

13

13 if (!fpgeq(t, x)) 3 if ((byte & (1 << 1)) !=0) {3}

14 return 0; 14 if ((byte & (1 << 2)) !=0) {} ...
15 15

16 16 if (!fpgeq(t, x))

17 // Crash: an SMT solution 17 return 0;

18 abort(); 18 abort();

Fig. 2. Example of program instrumentation for AST-bits.

the difficulty of finding SMT solutions and AST-coverage. In Section 3.3.1, we mainly strengthened
the connection between restarts and the challenge of discovering solutions; in the following, we
introduce context-aware encoding technology to further tighten the link between AST-coverage and
code coverage. A prior approach [7] instruments the program to guide the fuzzer toward covering a
static, randomly selected subset of AST-bits. Specifically, it translates AST-bit coverage goals into a
code coverage task by inserting new conditional branches, where each branch’s execution depends
on the corresponding AST-bit, as illustrated in Figure 2. The fuzzer, in its attempt to maximize
code coverage, is thus naturally incentivized to generate inputs that explore these branches, i.e.,
assignments for the SMT formula @ that cover the corresponding AST-bits. A key limitation of this
approach is its agnosticism toward individual AST-bits; it does not differentiate between covered
and uncovered AST-bits, which may result in inefficient allocation of fuzzing effort. Consequently,
code coverage obtained in this manner remains loosely coupled with AST-coverage. To address
this, we propose context-aware encoding technology. The central idea is to utilize the information
available at the moment a restart is triggered. We observe that the set of AST-bits remaining
uncovered immediately before a restart can serve as an effective heuristic for prioritizing which
AST-bits to target. This allows code coverage after each restart to dynamically and more directly
reflect AST-coverage. DiverFPS leverages this observation to use the restart event not just for
resetting the search, but also for directing the subsequent exploration phase.

This approach establishes a dynamic feedback loop that connects the state of the fuzzing process
before a restart to the guidance for the process after it. When the restart condition is met (Line 12
in Algorithm 1), DiverFPS performs a context-aware encoding on the initial program Py (Line 13 in
Algorithm 1). As detailed in Algorithm 2, this encoding process takes the set of currently uncovered
AST-bits U, and the initial program Py as input. For each AST-bit in U (Line 2 in Algorithm 2),
it generates new, semantic-preserving instrumentation code (Line 3 — Line 4 in Algorithm 2),
following the approach illustrated in Figure 2. This encoding is context-aware because it is derived
directly from the state of the preceding search. Finally, the fuzzer is restarted with this newly
instrumented program (Line 16 in Algorithm 1). The fuzzer’s intrinsic goal of maximizing code
coverage in the context-aware encoded program P now naturally prioritizes inputs that exercise
these new code paths, which in turn correspond to solutions covering the previously uncovered
AST-bits, thus effectively increasing AST-coverage.
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3.4 Pruning Stage

After the exploration stage, DiverFPS proceeds to the pruning stage. As discussed in Section 3.1,
the solution set generated by coverage-guided fuzzing suffers from the redundancy issue. Since
new solutions arise from small, iterative mutations on existing seeds, they often differ only slightly
at first; while diversity gradually accumulates, this process naturally results in large clusters of
superficially similar solutions. Thus, the pruning stage aims to mitigate this redundancy by selecting
a minimal subset of solutions that preserves the target AST-coverage achieved.

Algorithm 3: Pruning Stage i.e., Pruning

Input: ®: an SMT formula;
S¢: a solution set of @;
Wh: the set of hardness weights assigned to AST-bits of ;
Output: S: a pruned solution set of ®;
1 U « set of all AST-bits of ®, S* « 0;
2 while time budget not exhausted and S # 0 do

3 S, — 0;

4 foreach s in S, do

5 score(s) « 0;

6 foreach b inU do

7 if s covers b then

8 L L score(s) « score(s) + Wy (b);
9 if score(s) = 0 then

10 L S, =85, U{s}h
1 a < the solution that maximizes score in S.;
12 S* — S*U{a},Sc «— Sc\ Sr;
13 U’ « 0;
14 foreach b in U do

15 if a covers b then

16 L L U « U U{b};
17 | UeU\US

18 return S* U S,;

3.4.1 lterative Pruning Process. To address the redundancy issue, DiverFPS incorporates a pruning
stage that employs our proposed coverage-driven pruning strategy. The goal of the pruning stage
is to iteratively construct a minimal solution set, while preserving the overall AST-coverage. This
is achieved by repeatedly selecting the most impactful solution from a shrinking pool of candidates
and then removing any solutions that become redundant as a result. As detailed in Algorithm 3, the
pruning stage is an anytime, iterative optimization process. It begins with the full set of solutions
from the exploration stage serving as the initial candidate set S, while the core selected set S*
starts empty (Line 1 in Algorithm 3). The pruning stage then proceeds iteratively as follows: In
each iteration, DiverFPS first calculates a metric we formally define as the impact score for every
solution remaining in the candidate set S.. This impact score measures a solution’s ability to cover
AST-bits not yet covered by the solutions already selected into S* (Line 4 — Line 10 in Algorithm
3). The solution with the highest impact score is then identified as the most impactful one for the
current step (Line 11 in Algorithm 3). The detailed calculation of the impact score is presented
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later in this section. Then, this identified solution « is selected and moved from S, to S* (Line 12 in
Algorithm 3). Following this selection, the set of covered AST-bits is updated (Line 13 — Line 17 in
Algorithm 3). As a result, any solutions in the candidate set S, that have been rendered redundant
(i.e., they no longer cover any remaining uncovered bits) will be removed at the beginning of the
subsequent iteration (Line 9 — Line 10 in Algorithm 3). This loop continues, progressively building
the $* set with high-impact solutions while efficiently shrinking the candidate pool S.. Intuitively,
in the loop, DiverFPS selects in each iteration the most impactful solution «. This solution not only
substantially increases the AST-coverage when added to S*, but also enables extensive pruning of
Sc based on its impact. Thus, the pruning process effectively reduces the size of the solution set.
In addition, as an anytime algorithm, this process can be stopped at any point. To guarantee
that the total AST-coverage is preserved regardless of when the algorithm terminates, the final
returned set is the union of the core selected set and the remaining candidates i.e., S* U S.. The S*
set contains the identified high-impact, non-redundant solutions, while the remaining S, serve as a
safety net to cover any bits not yet accounted for by the core set. As the algorithm runs longer, the
size of this returned union progressively decreases, converging toward the minimal solution set.

3.4.2 Scoring Heuristics. Here we detail the calculation of the impact score mentioned above. As
previously described, the pruning stage iteratively selects the most impactful solution to build a
minimal set. Therefore, the definition of the impact score, which guides this selection, is of critical
importance. A straightforward approach would be to define a solution’s impact score as simply the
number of AST-bits in the current set U that it can cover. While intuitive, this method suffers from
a limitation: it treats all AST-bits as equally important. However, we observe that the difficulty
of covering different AST-bits varies significantly. Certain AST-bits are covered by the majority
of possible solutions, while others can be covered by only a small subset of specific solutions. As
prioritizing more challenging elements has been applied in several related domains [4, 42, 47], e.g.,
the SAT problem and the Constraint satisfaction problem (CSP), which are closely related to SMT
sampling, a more effective strategy should prioritize solutions that cover ‘hard-to-cover’ AST-bits.

To quantify the difficulty of covering each AST-bit, we leverage the heuristic insights from the
exploration stage. As discussed in Section 3.3, a restart event indicates that the search has likely
encountered a bottleneck. Thus, the set of currently uncovered AST-bits serves as an indicator of
difficulty, as these bits represent parts of the solution space that have not yet been explored and
may require additional targeted efforts to cover. Based on this, we define a hardness weight (i.e.,
Wy) for each AST-bit. These hardness weights are initialized to 1 (Line 2 — Line 3 in Algorithm
1). During the exploration stage, every time a restart is triggered, the hardness weight of each
currently uncovered AST-bit is incremented by one (Line 14 — 15 in Algorithm 1). This ensures that
AST-bits repeatedly resisting coverage accumulate a high hardness weight, which in turn guides
the pruning stage to prioritize covering these difficult AST-bits when optimizing the solution set
size, thereby ensuring that the most challenging parts are adequately addressed.

With this weighting scheme established, we can now formally define the impact score. The
impact score of a candidate solution s is the sum of the hardness weights of the currently AST-bits
in U that s covers (Line 4 — Line 10 in Algorithm 3). By defining the impact score in this manner,
DiverFPS ensures the selection process is driven not merely by the quantity of new coverage, but
more importantly, by the quality and difficulty of that coverage. This prioritizes solutions that are
most essential for achieving a complete and diverse representation of the solution space.

In summary, coverage-driven pruning strategy progressively eliminates redundant solutions
from the exploration-stage set, effectively addressing the redundancy issue.

3.4.3 Efficiency of the Pruning Stage and Its Time Allocation. As discussed above, the pruning stage
is lightweight and does not require expensive SMT solving. It computes impact scores in linear
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time and then greedily retains high-scoring solutions while removing redundant ones with zero
impact. Since greedy heuristics for test suite reduction are widely recognized as highly efficient [40],
DiverFPS, as an anytime algorithm, only needs to allocate a small fraction of the overall time budget
to pruning. Accordingly, DiverFPS switches to pruning when either (1) the target AST-coverage has
been achieved, allowing an early start, or (2) 10 seconds of the time budget remain, triggering a
forced start. The rationale behind the choice of the 10-second threshold is analyzed in Section 6.1.

4 Experimental Design
4.1 Public Benchmarks and Competitors

We use a set of public benchmarks from SMT-LIB [2, 3], comprising 160 QF_FP benchmarks and
702 QF_BVFP benchmarks (862 in total). These benchmarks include SMT formulas derived from
practical software testing and verification scenarios, such as symbolic execution, bounded model
checking, and static analysis[2, 3] and have been widely studied [7, 13, 39, 49]. The state-of-the-art
floating-point SMT sampler [7] also evaluates its performance on the exact same benchmark set.
All adopted benchmarks are publicly available in our repository!.

We compare DiverFPS against the following state-of-the-art SMT samplers in our experiments.

JFSampler [7] represents the state-of-the-art SMT sampler for the floating-point theory, with
support for the QF_FP and QF_BVFP logics. Experimental results reported in [7] demonstrate that
JESampler is highly effective in achieving high AST-coverage.

SMTSampler [17] is an SMT sampler with a primary focus on bit-vector logics. According to
[17], it performs well in terms of achieving high AST-coverage. Although SMTSampler does not
natively support the floating-point theory, the authors of JFSampler extended it to handle the
QF_FP and QF_BVFP logics for their experiments [7]. We therefore include this extended version
of SMTSampler in our comparison.

The implementations of JFSampler? and SMTSampler® are both publicly available online.

4.2 Research Questions

Our experiments aim to answer the following research questions (RQs).

RQ1: Is DiverFPS more effective than its competitors at achieving target AST-coverage?

In this RQ, we compare DiverFPS with its competitors by the number of benchmarks on which
the target AST-coverage is achieved, across multiple AST-coverage thresholds.

RQ2: Can DiverFPS produce smaller solution sets for the same AST-coverage?

In this RQ, we compare the solution set sizes generated by DiverFPS and the state-of-the-art
competitors on benchmarks where the target AST-coverage is achieved.

RQ3: Does DiverFPS statistically significantly outperform its competitors?

In this RQ, we conducted significance testing and effect size analysis to assess whether the
performance improvements of DiverFPS over its competitors are statistically significant.

RQ4: How does the performance of DiverFPS evolve over time, given its anytime nature?

In this RQ, we analyze DiverFPS performance across varying cutoff times.

RQ5: Do the core techniques proposed in this work contribute to the performance
improvements of DiverFPS?

In this RQ, we conduct an ablation study to assess the contribution of each core technique.

RQ6: How does the setting of the hyper-parameter affect the performance of DiverFPS?

In this RQ, we study the impact of DiverFPS’s hyper-parameters on performance.

!https://github.com/ShuangyuLyu/DiverFPS

Zhttps://github.com/srg-imperial/jfs-sampling
Shttps://github.com/srg-imperial/jfsampler-SMTSampler
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4.3 Experimental Setup

All experiments were conducted on a computing machine equipped with an Intel(R) Xeon(R) Gold
6130 CPU operating at 2.10GHz, 1TB of RAM, and running the Ubuntu 22.04.5 LTS operating
system. For our DiverFPS, the hyper-parameter A was set to 100, and for its competitors, we adopted
the default configurations as recommended by their respective authors.

Since DiverFPS and its competitors (i.e., JFSampler and SMTSampler) are all randomized algo-
rithms, we performed 10 independent runs for each sampler on every benchmark, following the
experimental setup in [7]. Moreover, DiverFPS and its competitors are anytime algorithms, produc-
ing a solution set at any point, striving to achieve the target AST-coverage (though it may not be
reached). We set a timeout of 5 minutes per run, consistent with [7], and limited the maximum
solution set size to 1,000, following [43, 44]. Building on this setup, we evaluated the samplers
under six target AST-coverage levels: 80%, 90%, 95%, 98%, 99%, and 99.5%, denoted as ‘Cov’. Since
computing the exact AST-coverage is computationally expensive 7, 53], consistent with prior work
[53], AST-coverage was normalized by computing the ratio of covered AST-bits to the total number
of AST-bits covered by at least one sampler in the evaluation. For constructing ASTs, we adopted
the approaches in [7, 17, 53], employing the widely used Z3 solver [16] as the standard.

Under our experimental setup, we evaluate each sampler’s performance for each target AST-
coverage level. We computed “#suc’, defined as the number of benchmarks on which the target
AST-coverage was successfully achieved, averaged across 10 independent runs. Additionally, for
runs that successfully achieved the target AST-coverage, we report ‘#sol’, the average minimum
number of solutions required to achieve the target AST-coverage. To provide context, we also
report ‘“#suc.all’, the number of benchmarks where all competing samplers achieved the target
AST-coverage in all 10 runs, and ‘#suc.any’, the number where at least one competing sampler
was able to do so in any run. In our comparison, the best-performing sampler is the one with
the highest “#suc’. Any ties are broken by giving preference to the sampler with the lowest “#sol’.
Results determined to be the best by these criteria are highlighted in boldface.

5 Experimental Results
5.1 RAQ1: Effectiveness in Achieving Target AST-Coverage

We compare DiverFPS against JFSampler and SMTSampler on the set of 862 public benchmarks,
comprising 160 QF_FP benchmarks and 702 QF_BVFP benchmarks. Due to space constraints, we do
not report the complete results here. The full experimental results of DiverFPS and its competitors
on all benchmarks are publicly available in our repository!. To provide an overview, we summarize
the ‘“#suc’ and “#sol’ metrics across all benchmarks in Table 1.

As shown in Table 1, DiverFPS consistently achieves the best performance among the three
samplers. Specifically, on both QF_FP and QF_BVFP benchmarks, DiverFPS succeeds in achieving
AST-coverage on the highest average number of benchmarks across all target AST-coverage levels
(i.e, achieves the highest ‘“#suc’). In particular, under the most stringent target of 99.5% AST-
coverage, DiverFPS successfully generates solution sets for an average of 58.5 QF_FP benchmarks
and 630.2 QF_BVFP benchmarks over 10 independent runs. In comparison, JFSampler achieves
the 99.5% target AST-coverage on an average of only 24.9 QF_FP benchmarks and 261.1 QF_BVFP
benchmarks, while SMTSampler succeeds on an average of 5.3 QF_FP benchmarks and 603.6
QF_BVFP benchmarks. These results clearly demonstrate that DiverFPS is much more effective
than its competitors (i.e., JFSampler and SMTSampler) in attaining the target AST-coverage.

Moreover, the results indicate that SMTSampler, which is designed for bit-vector SMT sampling,
performs much better on QF_BVFP than on QF_FP benchmarks, highlighting that SMT sampling
strategies tailored for the bit-vector theory do not directly apply to floating-point theory.
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Table 1. Results of the ‘“#suc’ and ‘“#sol’ metrics obtained by DiverfPS and its state-of-the-art competitors.

Logic ‘ Cov DiverFPS JFSampler SMTSampler
#suc  #sol #suc #sol #suc #sol

80.0% 104.1 2.9 90.0 39.3 15.1 404

90.0% 89.6 3.3 76.6 33.0 12.3 81.9

QF FP 95.0% 82.1 4.0 67.7 85.1 10.3 104.0
- 98.0% 75.7 4.9 43.5 104.5 7.0 62.5
99.0% 68.4 5.5 32.6 114.8 5.7 37.6

99.5% 58.5 5.8 249 104.5 53 255

80.0% 682.1 2.1 673.4 10.9 624.4 38.2

90.0% 676.5 2.3 648.2 19.9 623.0 72.7

95.0% 673.4 2.6 618.4 32.1 620.8 94.0

QF_BVFP 98.0% 662.0 3.2 573.6 334 612.1 105.3
99.0% 645.8 3.2 553.0 34.1 607.5 108.6

99.5% 630.2 3.5 261.1 56.1 603.6 110.3

5.2 RQ2: Solution Set Size Comparison

Table 2. Results of the “#suc’ metric for DiverFPS and its state-of-the-art competitors on the benchmarks
that were successfully covered by all samplers across all 10 independent runs.

Logic ‘ Cov  #suc.all fisol
‘ DiverFPS ~ JFSampler ~ SMTSampler
80.0% 61 2.1 19.8 --
90.0% 55 2.8 17.6 --
95.0% 40 3.4 47.7 --
QF P 98.0% 23 3.9 234 --
99.0% 18 4.3 42.2 --
99.5% 14 4.1 21.3 --
80.0% 602 2.0 6.9 38.3
90.0% 578 2.1 14.4 69.2
95.0% 536 2.3 16.0 71.8
QF_BVEP 98.0% 508 2.6 16.2 66.7
99.0% 501 2.7 20.8 65.4
99.5% 189 2.9 17.2 67.3

In this subsection, we compare the solution set sizes generated by DiverFPS and its competitors.
Based on the results of RQ1, SMTSampler achieves the target AST-coverage on only a few QF_FP
benchmarks (approximately 5 — 15 out of 160); therefore, it is excluded from the comparison on
QF_FP benchmarks. Table 2 reports the average solution set size required by each sampler to reach
various target AST-coverage levels. The statistics are computed only on benchmarks where all
considered samplers (for QF_FP benchmarks, DiverFPS and JFSampler; for QF BVFP benchmarks,
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DiverFPS, JFSampler, and SMTSampler) successfully attained the corresponding target AST-coverage
across all 10 independent runs.

As shown in Table 2, DiverFPS consistently produces substantially smaller solution sets across
all target AST-coverage levels. On QF_FP benchmarks, DiverFPS reduces the solution set size by at
least 80.8% at 99.5% target AST-coverage, and up to 92.9% at 95.0% target AST-coverage, compared
to JFSampler. On QF_BVFP benchmarks, DiverFPS achieves reductions of 71.0% to 87.0% relative to
the second-best performing sampler. These results indicate that DiverFPS effectively alleviates the
redundancy issue in floating-point SMT sampling. As discussed in Section 1 such reductions can
considerably lower the time and cost of testing in practical scenarios.

5.3 RQ3: Statistical Significance of Performance Differences

Table 3. Number of benchmarks where DiverFPS shows statistically significant.

#win.sig / #suc.any

Logic ‘ Competing Samplers
‘ 80.0% 90.0% 95.0% 98.0% 99.0% 99.5%
OF FP DiverFPS v.s. JFSampler ~ 79/117  80/110  78/100  73/88  67/80  57/71
DiverFPS v.s. SMTSampler 106/118 86/110 79/99 73/89 67/81 57/72
QF BVFP DiverFPS v.s. JFSampler 476/687 673/687 671/683 663/678 648/667 634/651

DiverFPS v.s. SMTSampler 678/689 673/689 671/687 659/682 643/672 623/664

To investigate whether the performance advantages of DiverFPS over its competitors JFSampler
and SMTSampler, as observed in RQ1 and RQ2, are statistically significant, we conduct the Mann-
Whitney U test on the results of 10 independent runs for each benchmark. In addition, we compute
the Vargha—-Delaney effect sizes for each pairwise comparison. Specifically, for each benchmark
we conduct pairwise comparisons between DiverFPS and each competitor (i.e., JFSampler and
SMTSampler). We require that (1) the p-value of the Mann-Whitney U test at the 95% confidence
level is below 0.05, and (2) the Vargha-Delaney effect size is greater than 0.71, which is commonly
regarded as indicating a large effect size [44, 45, 57, 61]. If these criteria are satisfied, we conclude
that DiverFPS achieves a statistically significant improvement over the corresponding competitor on
this benchmark. Notably, for any target AST-coverage level, significance testing is meaningless on
benchmarks where both competing samplers fail to reach the target coverage in all 10 independent
runs. Therefore, the test is conducted only on benchmarks where at least one of the two competing
samplers reaches the target coverage in at least one run.

Table 3 summarizes the number of benchmarks under each target AST-coverage where DiverFPS
achieves statistically significant superiority (denoted as ‘#win.sig’), with the number of benchmarks
considered for the significance test (‘#suc.any’) provided as a reference. Complete results for
all benchmarks are available in our repository’. According to Table 3, DiverFPS significantly
outperforms its competitors on the majority of benchmarks. In particular, it achieves statistically
significant improvements on at least 67.5% of the benchmarks, and up to 98.4% in the best case.

5.4 RQ4: Impact of Different Cutoff Times

As discussed in Section 4, DiverFPS and its competitors, JFSampler and SMTSampler, are anytime
algorithms. They can terminate at any point, producing a solution set that strives to achieve the
target AST-coverage (though it may not always be reached). In the other RQs, we followed the
experimental setup of JFSampler [7], fixing the cutoff time to 5 minutes. In this subsection, we
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Table 4. Results of the ‘“#suc’ and ‘#sol’ metrics obtained by DiverfPS at different cutoff times.

‘ DiverFPS-1min DiverFPS-5min DiverFPS-10min

Logic Cov
#suc #sol #suc #sol #suc #sol
80.0% 100.9 2.7 104.1 2.9 105.0 2.7
90.0% 86.1 3.5 89.6 3.3 91.3 34
95.0% 79.8 4.3 82.1 4.0 83.7 4.1

F FP

QF_ 98.0% 65.7 5.2 75.7 49 75.7 5.0
99.0% 55.2 54 68.4 5.5 71.1 5.6
99.5% 47.3 5.7 58.5 5.8 62.1 6.0
80.0% 680.4 2.1 682.1 2.1 682.4 2.0
90.0% 669.6 2.3 676.5 2.3 677.5 2.3
95.0% 664.7 2.7 673.4 2.6 675.0 2.6
QF_BVFP 98.0% 639.7 3.0 662.0 3.2 665.7 3.1
99.0% 631.1 3.3 645.8 3.2 651.5 34
99.5% 615.8 3.5 630.2 3.5 632.3 35

instead evaluate the impact of different cutoff times on the performance of DiverFPS. Specifically, we
conducted experiments under three cutoff times, i.e.,, 1, 5, and 10 minutes. Due to space constraints,
Table 4 presents only the overall results, while the complete results are provided in our repository’. In
Table 4, We denote the variants of DiverFPS under different cutoff times as DiverFPS- 1min, DiverFPS-
5min, and DiverFPS-10min, corresponding to cutoff times of 1, 5, and 10 minutes, respectively.

According to Table 4, across different target AST-coverage, DiverFPS with longer cutoff times can
generate solution sets that achieve the target AST-coverage for more benchmarks, indicating that
additional time enables DiverFPS to explore the solution space more effectively. It is also noteworthy
that even under the shortest cutoff time of 1 minute, DiverFPS already outperforms both JFSampler
and SMTSampler, further highlighting its robustness and efficiency.

5.5 RQ5: Ablation Study of Core Techniques

As introduced in Section 3, DiverFPS incorporates three core techniques: solution-driven restart
strategy, context-aware encoding technology, and coverage-driven pruning strategy. To assess
the impact of each core technique, we developed four alternative versions of DiverFPS, denoted
as Alt-1, Alt-2, Alt-3, and Alt-4. Specifically, Alt-1 disables solution-driven restart strategy, Alt-2
removes context-aware encoding technology, Alt-3 replaces coverage-driven pruning strategy
with a naive strategy that directly traverses the solution set produced in the exploration stage and
discards solutions that do not contribute to AST-coverage, and Alt-4 removes the scoring heuristics
while retaining the coverage-driven pruning framework. The complete results are available in our
repository!, and Table 5 summarizes the overall performance.

From Table 5, DiverFPS achieves better overall performance than all its alternative versions.
Compared with Alt-1and Alt-2, DiverFPS tends to generate solution sets that reach the target AST-
coverage on more benchmarks. Relative to Alt-3 and Alt-4, DiverFPS generates markedly smaller
solution sets. Thus, each core technique is shown to contribute to DiverFPS ’s overall performance.

5.6 RQ6: Impact of Hyper-Parameter Settings

As introduced in Section 3, DiverFPS has a single hyper-parameter, A, which determines the restart
condition in the exploration stage. DiverFPS triggers a restart when the number of newly discovered
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Table 5. Results of the ‘#suc’ and ‘#sol’ metrics obtained by DiverFPS and its alternative versions.

DiverFPS Alt-1 Alt-2 Alt-3 Alt-4

Logic ‘ Cov
‘ #suc #sol #suc #sol #suc #sol #suc #sol #Hsuc #sol
80.0% 104.1 2.9 89.0 50 1009 29 1033 253 995 8.1

90.0% 89.6 33 744 49 840 3.2 887 274 847 87
95.0% 82.1 4.0 635 64 781 39 814 335 791 117

QF_FP 98.0% 75.7 49 412 7.0 721 49 744 418 729 15.1
99.0% 684 5.5 31.1 62 655 55 684 431 67.0 17.7
99.5% 585 5.8 242 58 574 57 582 415 585 182
80.0% 682.1 2.1 6750 25 682.1 2.1 6817 8.6 6809 34
90.0% 676.5 2.3 649.7 3.0 6738 23 675.6 132 6757 6.5
QF BVFP 95.0% 673.4 2.6 6204 3.6 6693 2.6 672.7 17.7 6729 10.3

98.0% 662.0 3.2 5733 38 6555 3.1 661.0 20.2 661.8 133
99.0% 645.8 3.2 552.7 39 636.7 3.1 644.1 21.2 645.6 14.0
99.5% 630.2 3.5 3248 43 5568 3.6 629.1 215 6283 137

Table 6. Results of the ‘#suc’ and ‘#sol’ metrics obtained by by DiverFPS with various settings of A.

Logi ‘ A=10 A =100 A =1,000 A =10,000
ogic Cov

‘ #suc  #sol #suc  #sol #suc  #sol #suc  #sol
80.0% 100.2 2.8 104.1 2.9 102.3 2.8 102.2 2.9
90.0% 86.0 35 89.6 3.3 88.1 3.3 87.3 3.3
QF FP 95.0% 77.7 4.0 82.1 4.0 80.6 3.9 80.3 4.0
- 98.0% 72.5 4.9 75.7 4.9 73.8 4.8 73.6 4.8
99.0% 67.1 5.6 68.4 5.5 66.9 54 66.5 5.5
99.5% 55.3 5.7 58.5 5.8 58.2 5.7 57.8 5.8
80.0% 681.4 2.0 682.1 2.1 681.6 2.0 681.6 2.0
90.0% 676.8 2.3 676.5 2.3 675.7 2.3 675.8 2.3
95.0% 671.1 2.5 673.4 2.6 671.5 2.6 672.0 2.6
QF_BVFP 98.0% 660.8 2.9 662.0 3.2 660.2 3.1 660.8 3.1
99.0% 645.8 3.1 645.8 3.2 643.7 3.2 644.4 3.2
99.5% 568.6 34 630.2 3.5 598.5 3.6 598.6 3.6

solutions since the last restart reaches A. A smaller A results in more frequent restarts, while a
larger A reduces the frequency of restarts. We evaluated the performance of DiverFPS under four
different A settings (i.e., A = 10,4 = 100, 4 = 1,000 and A = 10, 000). The complete experimental
results are available in our repository’, and Table 6 summarizes the overall performance. From
Table 6, DiverFPS demonstrates strong performance across all A settings. In particular, A = 100
yields the best overall performance, and we therefore adopt A = 100 as the default setting.

6 Discussion

In this section, we analyze the reserved time for pruning, evaluate DiverFPS in real-world embedded
software testing, and discuss threats to validity.
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6.1 Sensitivity Analysis of the Reserved Time for Pruning

Table 7. Results of the “#suc’ and ‘#sol’ metrics obtained by DiverFPS at different reserved times for pruning.

‘ DiverFPS-pur-5s ~ DiverFPS-pur-10s  DiverFPS-pur-20s  DiverFPS-pur-30s

Cov

‘ #suc #sol #suc #sol #suc #sol #suc #sol
80.0% 783.0 2.2 786.2 2.2 784.6 2.2 784.4 2.2
90.0% 763.8 2.4 766.1 24 764.7 2.4 764.7 2.4
95.0% 755.1 2.8 755.5 2.8 756.2 2.7 756.0 2.7
98.0% 738.8 3.3 737.7 3.4 739.0 3.4 739.2 34
99.0% 719.1 3.5 714.2 3.5 719.2 3.5 719.2 3.5
99.5% 688.7 3.7 688.7 3.7 688.1 3.7 688.4 3.7

As discussed in Section 3.4, DiverFPS, needs to reserve a short amount of time within the overall
time budget for the pruning stage. In this subsection, we conduct a sensitivity analysis on the
amount of time reserved for pruning. Specifically, we evaluate four variants of DiverFPS that
reserve 5s, 10s, 20s, and 30s for the pruning stage, denoted by DiverFPS-pur-5s, DiverFPS-pur-10s,
DiverFPS-pur-20s, and DiverFPS-pur-30s, respectively. All other experimental settings are the same
as those described in Section 4. The results are summarized in Table 7.

According to Table 7, the differences among these settings are negligible. For example, when
the target AST-coverage is 99.5%, the average numbers of successful benchmarks (‘“#suc’) are 688.7,
688.7, 688.1, and 688.4, respectively, while the corresponding average solution set sizes (‘#sol’) are
all 3.7. Similar observations also hold for the other target AST-coverage settings. These results
confirm that reserving 10 seconds for the pruning stage is sufficient.

6.2 Effectiveness in Real-World Embedded Software Testing

Table 8. Results of the code coverage achieved by DiverFPS and its competitors on the 7 systems.

Systems DiverFPS ~ JFSampler ~ SMTSampler
AFC 90.9% 84.5% 0.0%
AP12B 68.6% 54.0% 0.0%
Regs12B 80.8% 62.3% 0.0%
TankController 92.5% 75.0% 91.7%
TCS 1 90.5% 76.8% 59.1%
TCS_2 99.2% 80.8% 34.2%
Tustin Integrator 100.0% 80.0% 0.0%
average 88.9% 73.3% 26.4%

As mentioned in Section 1, SMT sampling can benefit many application domains, such as software
testing and symbolic execution. To demonstrate its practical usefulness, we additionally conducted
a case study on seven real-world embedded systems modeled in Simulink from the industrial,
automotive, and aerospace domains. These systems include standard benchmarks such as the
Traction Control System (TCS) and the Engine Air-Fuel Control (AFC) system, as well as other
embedded systems from [33] and [60]. We encoded these embedded systems into SMT formulas
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using CBMC [37], and then employed DiverFPS and its competitors to sample solutions over them.
To allow the samplers to explore the solution space as thoroughly as possible, the target AST-
coverage was set to 100%. We performed 10 independent runs, while keeping the other settings,
such as the computing environment and cutoff time, consistent with those described in Section 4.
The experimental results are summarized in Table 8.

According to Table 8, the results show that DiverFPS achieved the highest code coverage across
all systems. Overall, across all 7 embedded systems, DiverFPS reached an average code coverage
of 88.9%, compared with 73.3% for JFSampler and 26.4% for SMTSampler. This demonstrates that
DiverFPS is more effective at improving code coverage in real-world testing tasks.

6.3 Threats to Validity

6.3.1 Representativeness of the Benchmarks. As introduced in Section 4, the benchmarks used in
this work are drawn from SMT-LIB [2, 3], a widely adopted and standard source for SMT-related
research, including SMT sampling [7, 13, 17, 18, 39, 49, 59]. The specific set of 862 benchmarks we
sampled has also been used in prior studies on floating-point SMT [7, 39], and the main baseline
sampler we compare against, JFSampler [7], uses the same 862 benchmarks [7]. Furthermore,
these benchmarks include SMT formulas derived from practical software testing and verification
scenarios, ensuring their relevance to real-world applications [2, 3].

6.3.2  Randomness of the Algorithms. All samplers evaluated in our experiments, including DiverFPS
and its competitors JFSampler [7] and SMTSampler [17], are randomized, making the results of a
single run per benchmark insufficient for a reliable performance assessment. Following prior studies
[7, 44, 45], each sampler was executed 10 times on every benchmark to account for randomness.
In addition, we performed significance tests and calculated effect sizes to rigorously analyze the
results, thereby mitigating the potential impact of algorithmic randomness.

6.3.3  Anytime Samplers and Cutoff. All samplers evaluated in our experiments are anytime meth-
ods: they can produce a solution set at any point during execution and aim to achieve the target
AST-coverage, though not always successfully. To ensure fairness and comparability, all samplers
were assigned the same cutoff time, which matches the settings used in prior studies [7]. Addition-
ally, we analyzed the performance of DiverFPS under different cutoff times. The results indicate
that it performs consistently well across all tested settings.

7 Related Work

Satisfiability modulo theories (SMT) plays a central role in the testing and verification of software
and hardware systems [6, 14, 22, 23, 25, 27, 54]. Among various theories, floating-point is significant
due to its broad applications [13, 21, 34]. In many of these applications, SMT formulas are encoded
from real-world software systems, and they require not just one but a diverse set of solutions [7,
17, 53]. This motivates our focus on floating-point SMT sampling. However, despite its importance,
research on SMT sampling, especially for the floating-point theory, remains limited.

Compared with SMT sampling, the simpler setting of Boolean Satisfiability (SAT) sampling
has attracted considerable attention, and many approaches have been proposed in that context.
For instance, existing techniques include those leveraging Markov Chain Monte Carlo (MCMC)
[35, 36], universal hashing [8, 11], and model counting [9, 10], alongside approaches that adapt
solver heuristics [24, 48] or utilize epoch-based methods [19].

For SMT sampling, several samplers have been developed with a focus on the bit-vector theory,
which is closely related to SAT [17, 18, 59]. Examples include csb [59], which eagerly converts SMT
formulas into SAT, and mutation-based approaches at the bit level [17, 18]. However, floating-point
formulas cannot be as easily reduced to SAT as bit-vectors, and mutation at the bit level requires
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frequent solver invocations. Since handling floating-point constraints presents great challenges
[7, 39], these strategies do not extend well to floating-point sampling, as confirmed by both prior
studies [7] and our experiments in Section 5. Similarly, prior SMT sampling work on integers [53]
relies on properties unique to integers, and thus cannot be applied to floating-point constraints.

Given these issues, recent work [7] uses coverage-guided fuzzing for floating-point SMT sampling.
Coverage-guided fuzzing is a testing technique that explores program behavior and aims to expose
crashes by maximizing code coverage [38, 63]. By translating an SMT formula into an executable
C++ program, where assignments to SMT variables correspond to program inputs and solutions
to the formula are treated as program crashes, coverage-guided fuzzers can be used to efficiently
generate large numbers of solutions. This approach has shown promising results in floating-point
SMT sampling [7]. Nevertheless, this sampler still faces two major challenges. First, the exploration
bottleneck, where achieving high target AST-coverage is difficult, limits the effective exploration of
various behaviors in practical software testing and reduces the method’s ability to uncover faults.
Second, the redundancy issue, in which large solution sets contain duplicate or uninformative
solutions, leading to redundant test executions and reduced testing efficiency in practice.

To address these challenges, we propose DiverFPS, a novel floating-point SMT sampler that
mitigates both exploration bottleneck and redundancy issue. DiverFPS can effectively generate
small solution sets that achieve high target AST-coverage for SMT formulas in QF_FP and QF_BVFP
logics. Experimental results show that DiverFPS not only achieves the target AST-coverage on more
benchmarks than existing SMT samplers, but also produces significantly smaller solution sets at the
same AST-coverage target. In practice, the former improves the effectiveness of software testing
and verification, while the latter enhances efficiency.

8 Conclusion

In this work, we introduce a novel floating-point SMT sampler, DiverFPS. DiverFPS is capable
of generating small solution sets that achieve high AST-coverage for SMT formulas in QF_FP
and QF_BVFP logics. It effectively alleviates the exploration bottleneck and the redundancy issue
present in existing SMT samplers. Extensive experiments on a wide range of standard benchmarks
show that, compared to state-of-the-art SMT samplers, DiverFPS generates 99.5% AST-coverage
solution sets for, on average, 33.6 additional QF FP benchmarks and 26.6 QF_BVFP benchmarks
where existing samplers fail. Moreover, when achieving the same target AST-coverage, the solution
sets generated by DiverFPS are significantly smaller, with reductions of up to 92.9%. Statistical
significance tests were further performed, verifying that the observed improvements are not due to
chance but are statistically significant. In addition, our experiments validate the effectiveness of the
three novel techniques proposed in this work, i.e., solution-driven restart strategy, context-aware
encoding technology, and coverage-driven pruning strategy. Overall, DiverFPS advances the state
of SMT sampling and provides benefits for applications in software testing and verification.

Data Availability: The implementation of DiverFPS, all adopted benchmarks, and detailed
experimental results are publicly available at: https://github.com/ShuangyuLyu/DiverFPS, and
archived at Zenodo: https://doi.org/10.5281/zenodo.19701170.
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